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Abstract

This paper presents a method for estimating output errors and adapting computational meshes in simulations of
unsteady turbulent flows. The chaotic nature of such problems prevents a stable unsteady adjoint solution, and existing
regularization techniques are costly for large simulations. The method presented foregoes the unsteady adjoint and
instead relies on a field-inversion machine-learning (FIML) framework, which only requires unsteady primal solutions
without full-state storage or checkpointing. The FIML model yields an adjoint for the averaged solution, which is
combined with an averaged unsteady residual to obtain an output error estimate and adaptive indicator. This error
estimate is shown to be accurate when the FIML model augments the original unsteady equations with corrections
that are not excessively large. The unsteady residual comes from sampling fine-space residual evaluations during
the unsteady simulation. A novel objective function based on an adjoint-weighted residual is presented for the field
inversion to improve the ability of the FIML model to predict output errors and the domain-interior state. The localized
output error drives adaptation of the mesh size and approximation order. Results for three aerodynamic problems
ranging in Reynolds number demonstrate accuracy of the error estimates and efficiency of the computational meshes
when compared to other adaptive strategies, including uniform and residual-based refinement.
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1. Introduction

Errors due to finite spatial and temporal discretizations affect all numerical simulations. Quantifying such errors
is important due to the trade-off between simulation cost and accuracy: over-refined discretizations lead to wasted
computational resources, or, more typically, under-refined discretizations lead to inaccurate solutions. The growth
of computational power and demands for higher-fidelity analyses in design have pushed the limits of complexity in
physics, resolved scales, and problem size. However, numerical error quantification has lagged behind, even though
effects of numerical errors on the solution can rival those of modeling errors or parameter uncertainties, particularly
in turbulent flows [1} 2]].

The present work considers a posteriori output-based error estimates, as these are the most useful for engineering
applications that demand accuracy in output scalars and efficient meshes for their prediction. Much previous work
exists in this area, mostly for steady [3} 4} 15} 16l [7, 18, |9, [10] and deterministic unsteady [[L1} [12} [13} [14} [15} 16} [17}
18, 119, 20| 21]] simulations. However, current high-fidelity analyses are often unsteady, e.g. large-eddy and other
scale-resolving simulations of turbulent flow [22] 2]. These are important for analyzing off-design conditions of
aerospace vehicles [23]], and also for on-design conditions of bluff bodies, such as road vehicles [24]. Unfortunately,
the existing output-based error estimation approaches based on the adjoint solution do not easily extend to such flows,
for two reasons. First, long simulation times required for obtaining adequate statistics make the additional storage
and computational time of an unsteady adjoint impractical for engineering design. Second, unsteady adjoints are
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unstable for chaotic or nonlinearly-stable systems, preventing their directed use in long-time sensitivity analyses or
error estimates.

Strategies for controlling discretization errors in unsteady turbulent flows have included time windowing, least-
squares shadowing, model reduction, and entropy-adjoint methods. In time windowing, the long-time horizon is
broken up into smaller time windows, and adjoint-based error estimation is applied on each window separately [25|
20, 27]. However, this approach misses sensitivities arising from features that propagate at time scales longer than the
time window, the choice of which is limited by stability of the adjoint. In addition, the cost of the adjoint calculation
on each window is not trivial, requiring storage or checkpointing of the primal and backwards time marching [28} 29].
In least-squares shadowing, the long-time unsteady adjoint is regularized by reformulating the initial-condition evo-
lution problem into an optimization problem that minimizes deviation of a perturbed unsteady state from a reference
trajectory [30} 131} 32, 33]]. However, the solution of the optimization problem is much more expensive than that of
the original initial condition problem, even with non-intrusive advances [34, [35]]. This cost can be addressed with
reduced-order models [36,|37], but these may add additional discretization errors that are difficult to quantify. Finally,
the entropy-adjoint approach takes advantage of the fact that entropy variables, which are obtained by a direct variable
transformation of the conservative states, are adjoint solutions for an entropy-balance output in which the error arises
from spurious entropy production [38,[39]]. While the resulting adaptive indicator produces all-around good solutions
even for turbulent flows [40], it can lead to over-refinement of areas not important for engineering outputs, and, except
in the special case of steady drag [41]], the corresponding error estimate is not tied to a specific engineering output.

In this work, we forego the unsteady adjoint or other sensitivity analyses of the unsteady system by restrict-
ing our attention to statistically-steady turbulent flows and outputs. Examples of such flows include resolved and
under-resolved simulations of turbulence, low-Reynolds number separated flows, buffeting, limit cycle oscillations,
etc. In contrast to short dynamic events, for which an unsteady adjoint would provide the requisite sensitivities,
statistically-steady turbulent flows can be theoretically simpler, as only derivatives of time-averaged quantities are
needed. Reynolds-averaged Navier-Stokes (RANS) models already provide a framework for modeling such flows,
with the caveat that multiple models exist, each with advantages in particular flow regimes but lacking in generaliza-
tion to be sufficiently accurate across regimes, notably in off-design conditions. Indeed, the relatively high degree of
modeling error in RANS is the impetus for unsteady turbulent simulations for such cases. In this work, we employ
RANS, but to address the accuracy issue, we develop corrected RANS models to match the unsteady results using
field inversion and machine learning (FIML) [42] 43| 144] 145] 46| 47, [48]]. One of the assumptions in FIML is that
the RANS model can be corrected to match the unsteady data, which depends on the type of RANS model used and
the regime of turbulence studied. We do not set out to characterize or prove the applicability of FIML in a general
sense, but we have observed very good performance of the corrected model for the off-design, separated, flows of
interest in this work. In addition, a key aspect of FIML as used in this work is that the corrected RANS model need
not be general: accuracy is only required in the vicinity, in terms of resolution, of a particular flowfield, as the model
is retrained at each adaptive iteration.

The unsteady adaptive method introduced in this paper requires one unsteady primal simulation per adaptive
iteration. Neither state storage nor checkpointing [28| 29]] are required, and only the time-averaged state and residual
need to be stored. The latter is required by one of the two presented error estimates and can be obtained by sampling
the fine-space residual during the unsteady run. Following the unsteady simulation, field inversion and machine-
learning training yield an equation-level correction to a RANS model. The corrected RANS model is used to obtain a
fine-space adjoint that weights the averaged unsteady residual to provide an output error estimate. An indicator from
a localized version of this estimate then drives mesh refinement and optimization. The present method focuses only
on spatial discretization errors, which are often the most important and difficult to quantify in complex flowfields.

We present the developed error estimation and adaptation method in the context of a discontinuous Galerkin finite-
element discretization, which is reviewed briefly in Section Section |3| presents the field-inversion and machine-
learning algorithm, with a novel objective function geared for output error estimation. Sections [4] and [5] discuss the
error estimation, based on the adjoint-weighted residual, and the adaptation methods, which include both /# and p
refinement and optimization. Finally, Section [6] presents adaptive results, and Section [7] concludes with a summary
and a discussion of future directions.



2. Discretization

2.1. Governing Equations

We consider a system of unsteady partial differential equations in conservative form,

((99_1:+V~ﬁ(u,Vu)+S(u,Vll) = 0, M

where u € R’ is the s-component state vector, F € RYm*s ig the flux vector, dim is the spatial dimension, and S is the
source term arising from the turbulence model, in this work the Reynolds-averaged Navier-Stokes (RANS) equations
with the Spalart-Allmaras (SA) closure [49] [50, I51]]. A detailed exposition of the equations and closure relations of
the model as used presently can be found in our previous work [51} 52].

The FIML approach relies on correcting the turbulence model at the differential-equation level, through a spatially-

varying multiplicative factor, 5, on the turbulent production term in the eddy-viscosity equation,
00N G (99 = LV [ + 7V = — (v + )V - V5 + S2pv5 . Vi 4+ (Blp-D. )
ot o o o
In this equation, P is the turbulence production function, and scaling P by § affects the entire solution as the eddy
viscosity equation is coupled to the conservation equations. The other terms in the equation are the density, p, the
velocity, V, the turbulence working variable, 7, the turbulent destruction function, D, modeling constants ¢, o, and a
function for dealing with negative viscosity, f,.

To model high-Reynolds number unsteady flow, we use a variation of the detached-eddy simulation (DES) model [53]],
which adjusts the wall distance function d based on the mesh size. Since this work concerns mesh adaptation, the
mesh size distribution changes across adaptive iterations. To eliminate the additional modeling variability caused by
changing meshes, which is a topic of interest in follow-up work, we instead use a fixed attenuation function of the
wall distance,

d = dmax tanh(d/dmax), (3)

where dp.x 1S a prescribed distance, set to 2% of the chord length for airfoil simulations. Such a fixed function
eliminates additional sources of error in the adaptive simulations, allowing us to focus on the impact of chaotic flow
and limit-cycle oscillations on the computability of error estimates. Applying error estimation and adaptation to more
realistic DES models is a natural extension of the present work.

2.2. The Discontinuous Galerkin Method

The discontinuous Galerkin (DG) method [54} 155, 156] is a finite-element discretization that allows for a compre-
hensive study of both /4 (mesh size) and p (approximation order) refinement. In DG, the domain Q is divided into N,
non-overlapping elements, €2,. On each element, the state u is spatially approximated by uy, a linear combination of
basis functions, here polynomials of order p,.. No continuity constraints are imposed on the approximations on adja-
cent elements. Formally, w, € V), = [V,]°, where V), = {u € Ly(Q) : ulo, € PP YQ,}, and PP denotes polynomials
of order p, on element Q,.

We obtain the weak form of (1)) by multiplying the equation by test functions v, € V), and integrating by parts to
couple elements via fluxes, here the Roe [57]] convective flux and the second form of Bassi and Rebay (BR2) [38]] for
the viscous flux. The final semilinear weak form is

Ry, vilo,) =0, Vv, € Vy, 4)
1

N.
Rn(up, vi) =

e=
where the elemental contribution to the weak form reads (summation on repeated indices i, j is implied)

Rh(uh,vhmg):f v,{[),uhdﬂ—f 8inFidQ+f V;des—f B[V;TK;}(u;;—ﬁh)njds+f V;SdQ 5)
Q. aQ, 90, Q

e
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On the element boundary <., the notations (-)*, (), (-)” respectively denote quantities taken from the element inte-
rior, neighbor element, and domain boundary. The unique state on an interior face is uj, = (u; +u,)/2. F denotes
an interface flux, and K;; is the diffusivity tensor. Details on the definitions of these terms, and on the boundary
conditions, can be found in [59].

Choosing a basis for the space V), () becomes a system of ordinary differential equations,

R*(U) = M‘i—lj +RU) =0, (6)

where U € RY is the discrete state vector, N is the total number of unknowns, R(:) € R¥ — RY is the nonlinear
spatial residual, and M € RV*V is the block-element sparse mass matrix. For steady simulations, the time derivative
term drops out, although pseudo-time continuation remains in the solver to drive the steady residual to zero [60]. The
solver consists of a Newton-Raphson method with the generalized minimum residual (GMRES) [61] linear solver,
preconditioned by an element-line Jacobi smoother with a coarse-level (p = 1) correction [56, [62]. For unsteady
simulations, we use a third-order modified extended backward difference formula [63] applied to the semi-discrete
form.

At this point, we clarify notation used to distinguish between two systems of equations studied in this work. The
first system admits an unsteady solution, e.g. Navier-Stokes without a turbulence model, and we denote its spatial
residual by R(U) = 0. The second system augments the first and yields a steady approximation of the time-averaged
solution, e.g. via a RANS turbulence model. We denote the discrete state and residual of this augmented system by
ﬁ(f}) = 0, where U € RY is the augmented state vector, with N> N. To map between the original and augmented
states and residuals, we use the restriction, I' € RVN | and prolongation, I” € RN*N operators, which are sparse
matrices consisting of single 1’s in select rows/columns, and which are never constructed explicitly in practice. The
augmented state approximates the time-averaged solution of the original unsteady problem, i.e. U ~ I'U. Also, for
the RANS problems of interest here, the augmented residual can be written as

RO = [R(I’U) + Raug(U)] ’ o

ﬁaug (ﬁ)

where R™¢ is an additive change to the original residuals, and R™¢ is the set of new residuals associated with the
eddy-viscosity equation, ().

2.3. The Output Adjoint

The adjoint solution for a scalar output is the sensitivity of the output to residual source perturbations [4} 8]. We
only require steady adjoints in the present work, which are significantly less expensive than their unsteady counter-
parts. Given a finite-dimensional solution u, € V) satisfying (@), and a scalar output functional of the solution,
Jn(uay), the adjoint solution ¥, € V), satisfies the bilinear form

R (w1 (Wi, ) + T [upl(wy) =0 Vwy, €V, (8)

where the primes denote Fréchet linearization about the argument in square brackets. Given a basis for V, (§)
becomes a linear system of equations for the adjoint coefficients, ¥ € RV,

aR\" or\"
— | ¥Y+|=—] =0, 9
() (%) g
where J(U) is the discrete form of the output 7, (u;,). This equation is solved using the same preconditioned-GMRES
method used in the Newton-Raphson primal solver. The adjoint solution plays an important role in output-based error
estimation and mesh adaptation because discretization errors originate as residual sources: a finite-dimensional state
u;, will generally not satisfy the PDE everywhere. In a variational formulation, this residual source can be measured in

a finer approximation space by a relatively inexpensive, compared to solving the fine-space primal, solution injection
and residual evaluation. The adjoint, as a residual sensitivity, then weights the adjoint to produce the output error.
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3. Field Inversion and Machine Learning

An unsteady simulation produces a time history of discrete states, U(f). Depending on the time discretization,
such a history may be represented by nodal state values, coefficients of temporal basis functions on time intervals, or
intermediate stage values within time intervals. We do not restrict the temporal discretization to any specific type, nor
do we require storage of the unsteady time history of the state. Instead, we only require the calculation of an average
unsteady state,

U ! TfU d 10
—ﬁﬁ (1) dt, (10)

i

where, in a turbulent simulation, the averaging start time 7; is assumed to be after any initial-condition transients,
while the final time T is assumed to be sufficiently long after 7; to ensure adequate statistics. Note, for one of the
error estimates, we also store an average residual, as described in Section

The goal in field inversion and machine learning (FIML) is two-fold: first, to solve an inverse problem for a
correction field that makes the corrected turbulence model solution close to U; and second, to train a machine-learning
model, here a neural network, to output the correction field as a function of local state information in the flow-field.

3.1. Field Inversion

The correction, B(X), is a scalar field that multiplies the production term in the eddy-viscosity transport equation
of the SA turbulence model. The nominal value of this correction field is 8 = 1. In this work, B(X) is approximated by
a p = 1 DG Lagrange basis on each element, represented by the discrete vector S. Field inversion then reduces to the
solution of a discrete optimization problem,

min J™ = FURB),0) + LB-1)"MB-1)
s 2 (11)
st. R(U,B) =0

where 7—“(6, U) measures the error in the solution relative to the unsteady average, and the 1 appearing in 8 — 1
corresponds to a vector of all ones. The additional term in (TT) is a continuous Tikhonov regularization that penalizes
large deviations of the correction field from the nominal value of one. For the problems considered here, a broad range
of values of y was found to be acceptable, and a default value of y = 1077 was used.

In this work, for a baseline error measure, we use the integral of the surface stress distribution error,

s, 0) = % f lo(U) - it — o (0) - Al ds, (12)

airfoil

where o is the stress tensor and 77 is the unit normal vector on the airfoil surface. This error measure drives ﬁ(,B) toa
state that closely reproduces the stress distribution, and hence forces/moments, obtained from the averaged unsteady
flowfield.

For numerical error estimation, of interest is not only the surface stress, but also the accuracy of the flowfield in
areas of the domain where inaccuracies could propagate and affect the output of interest. We therefore also consider a
domain-interior based measure of inaccuracy in the state. Taking the time-average solution as the target truth, a simple
measure of flow inaccuracy is the norm of the difference between Uand U. However, such a norm is not invariant with
respect to scaling of the state components, and it does not distinguish areas of the domain where errors could affect
the output from ones where they could not. To address both of these shortcomings, we use a weighted error norm, in
which the weight is based on an adjoint solution,

, OR,
¢ 8U,

FARD,0) = ) % (WaT.p-0)) W =¥ (13)

e

The superscript AWR stands for adjoint-weighted residual, which refers to the use of a combination of the adjoint and
residual Jacobian matrix for the weight. The adjoint corresponds to the output chosen for adaptation and contains the
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residual sensitivity information of the output with respect to domain-interior errors. The elemental Jacobian matrix
converts, in a linear manner, state errors to residuals, which are then weighted by the adjoint. When there is a mismatch
in the state rank between U and U, the restriction operator in ensures that only the common state components are
compared.

Using either of the two error measures, (I2)) or (I3), the field inversion problem is solved using a limited-memory
Broyden—Fletcher—Goldfarb—Shanno (L-BFGS) algorithm [64]], with a history of 10 updates for approximating the
inverse Hessian. Each iteration amounts to a steady RANS solution, and 20 iterations are taken, by which point the
inversion objective J'"' has been observed to drop 2-3 orders of magnitude and stagnate. These are not expensive
as the solution from each iteration provides the initial guess for the state at the next iteration, so that an aggressive
pseudo-time continuation solution strategy can be used. Compared to the unsteady simulation, the computational cost
of the inversion is in all cases at least an order of magnitude lower.

The gradient of J™ with respect to B required for the inversion is evaluated using an adjoint. The residual
linearization with respect to 8 is calculated using finite differences, and this is an inexpensive calculation because the
correction affects a residual source term, so that no inter-element effects need to be considered. The linearization for
all elements is computed non-intrusively with a few entire-domain residual evaluations.

3.2. Machine Learning

Field inversion yields a single correction field for a particular mesh and solution approximation order. For error
estimation, we would like to compare solutions or outputs computed on different approximation spaces, and hence we
need a model for how the correction field changes with the solution. More subtly, the dependence of the correction
field on the state affects the adjoint used in output error estimation, through the residual Jacobian linearization, and
proper accounting for this effect requires a non-static correction field.

For tractability of computation, we assume a functional dependence of the correction field on the local state, its
gradient, and the geometry, specifically the wall distance. Such a local dependence can still capture propagation effects
inherent to convective systems, as the correction enters at the residuals level. The functional dependence can be an
analytical model [65] or an artificial neural network [66, 67], with the latter forming the basis of the field-inversion
machine-learning (FIML) approach to corrected turbulence modeling [42].

Previous works have shown that FIML yields corrected turbulence models that better match the high-fidelity
target data [43] /45| 46| 48], although the generality of this approach is still in debate [68]]. Presently, we do not seek
a general-purpose turbulence model, only one that is accurate close to a given training solution. Such a solution-
specific model also simplifies the network inputs, which can be dimensional states and gradients instead of general,
non-dimensional features.

Figure[I|shows the structure of the network used in this work, which is a single-hidden-layer perceptron that maps
the feature vector, Xy € R™, to the correction scalar, 3, through the hidden layer, x; € R™. The parameters associated

ou

ox X =oWixo+b) | [ 8= Woui tb | [ ]

du B

67}' Output layer
d

Xo
Input layer

X
Hidden layer

Figure 1: Structure of the artificial neural networks used to predict the correction field.



with the network consist of the weights and biases, W; € R"*"-1 'b; € R™, where n; is the number of neurons in layer
i. An entry-wise sigmoid activation function, o(x) = 1/(1 + ™), is applied to the map from the input layer to the
hidden layer. The size of the input layer is ny = (1 + dim)s + 1 neurons (state, gradient, wall distance), and the size of
the hidden layer is set to n; = 30 for the two-dimensional problems considered in this work.

The network parameters are optimized using an adaptive moment (Adam) estimation algorithm in TensorFlow [69],
with a mean squared error loss between the predicted and actual output-layer values. Training values of the correction
field come from the field inversion result for one particular unsteady simulation, measured at quadrature points of each
element. Thus, each inversion result yields an amount of training data that depends on the mesh size and quadrature
order.

The training data are randomized and split into mini-batches of size 1000 for the optimizer, and the learning rate is
set to .001. Prior to training, the weights and biases are initialized randomly from a unit normal distribution. 500,000
optimization iterations are taken in each training session for all of the presented results, although the mean-squared
error typically stabilizes well before this number. Two to three orders of magnitude drop in the loss are usually
observed. The computational time of the network training is negligible, at least two orders of magnitude lower,
compared to the unsteady flow solution.

Once trained, the network is implemented as a physics model in the turbulence source calculation of the flow
solver. This model affects the residual, which changes the primal and adjoint solutions. The network is linearized
in the calculation of the residual Jacobian matrix for the Newton and discrete-adjoint solvers. Due to the nonlinear
nature of the network, an extra polynomial order of accuracy is added to the quadrature requirements when using the
turbulence correction.

4. Output-Based Error Estimation

We are interested in estimating errors in a time-averaged output, which is a function of the unsteady discrete
solution, U(¢),

Ty
J= J(U()) dt. 14
T,«—T,»fn V) (14)
Suppose that we have an unsteady adjoint, ¥(¢), arising from the Lagrangian
_ Ty
L=+ Y()'R(U(®1)) dt, (15)
Ty=TiJr,

where R” is the unsteady residual defined in (@) The division by T — T is introduced to make the unsteady adjoint
of J reduce to the steady adjoint of J for steady-state problems. For chaotic problems, we assume that the unsteady
adjoint arises from a regularized solution procedure, such as least-squares shadowing [31]], although we stress that our
approach will not actually compute or use the unsteady adjoint. The unsteady adjoint-weighted residual [[70} (19} [71]]
then yields an estimate of the impact of a perturbation to the unsteady residual, 6R"(#), on the time-averaged output,

1

oJ ~
T, - T,

T
f "W TSR (1) dr. (16)
T;

Going forward, we assume that unsteady residual perturbations arise from the steady residual component in (6), i.e.
that the spatial error dominates the temporal error in the PDE discretization, and we drop the u superscript on R.
Temporal errors can be estimated through projections onto semi-refined spaces [70], but we reserve this additional
complication for future study.

To relate the unsteady error estimation formula in to its steady counterpart, we decompose the unsteady
adjoint and residual perturbation into time-averaged and time-varying components,

W) =W +W (), 6R(®) =6R+6R (1), (17
so that (I6) becomes

1
Ty=T,

5T ~ WTSR +

T .
f ' ¥ (1)T6R' (1) dt. (18)
T;
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When the time-varying components of the adjoint and residual perturbation are not strongly correlated, the output
perturbation is dominated by the first term, which is the steady-state expression written using time-averaged quanti-
ties. For the chaotic problems of interest in this work, we do not expect a high degree of correlation between local
residual perturbations, which depend on the primal solution, and adjoint deviations from the mean, where the unsteady
adjoint is obtained in a regularized manner and remains stable, due to the tendency of both the primal and adjoint to
decorrelate from their respective initial and terminal conditions for long time integrations. We therefore assume that,
for statistically steady-state problems, the first term in dominates.

Now suppose that instead of the original unsteady problem, we solve an alternative steady-state problem to ap-
proximate the time-averaged solution directly. The relevant example in this work is a (FIML-corrected) RANS model
approximating the time-averaged state of an unsteady simulation of turbulent flow, such as a large/detached eddy
simulation based on the Navier-Stokes equations. We assume that the steady problem solves an augmented system of
equations for an augmented state, as given in (7). Define the output of the augmented steady-state problem, and the
associated adjoint, as

—~.\T ~T
J(U) = JA'U), (‘1}) \T'+[6—_{) =0 (19)
ou ou
so that the augmented-system output perturbation is §J ~ YT5R.

In numerical error estimation, residual perturbations arise from differences in the resolution of the discretizations.
A coarse solution in the approximation space ‘Vy will in general not satisfy the residual equations on a finer space,
V), where the finer space in this work is obtained by unit order enrichment. We denote by UhH (1 = I,’j Uy (7) the
prolongation of the discrete coarse unsteady state Ug(?) into its discrete representation in the fine space, V,. Similarly,
UZ’ is the prolongation of Uy into the fine space. Evaluating the respective fine-space residuals using these prolongated
solutions gives the following residual perturbations,

SRy(1) = —Ry(UF (1) + ML} My Ry (U (1)), (20)
SR, = -RyU. @1

The negative signs are present because the residual perturbations are added to the left-hand side of the discrete equa-
tions. The second term in the expression for §R, () is necessary when only the spatial residual is used from (6] instead
of the full unsteady residual, as the coarse spatial residual is not zero in an unsteady problem. The residual prolonga-
tion operator, MhIhH M;,1 € RV»Nu enables the calculation of the desired residual difference arising from a change in
the spatial approximation space.

Based on the above two residual perturbations, we define and study two error estimates in this work:

El. Time-averaged unsteady residual weighted by a time-averaged adjoint:

_ o — _ 1 Ty
6Jy =~ 6, 6R,~ 6¥,6R;, R, = f SRy, (1) dt. (22)
Tf - Ti T

i

E2. Augmented-system residual weighted by the augmented-system adjoint:
6T =~ 6WLOR, = (I'6W;) sR,(I'UY) + ('6'¥,)ToR"(U) + 6] 6R;" (UL). (23)

Note that E2 estimates the spatial discretization error in the FIML-corrected RANS model, which may not provide
an appropriate indicator for adapting the unsteady simulations, due to potentially different mesh requirements for
reducing spatial residuals of the time-averaged solution versus those of the transient solutions. In contrast, E1 brings
information from the unsteady simulation through the averaged unsteady residual, SR;. We investigate both for
comparison, as E2 has the advantage of not requiring the calculation of 6Rj,.

In both error expressions, we use adjoint perturbations instead of the fine-space adjoints themselves, in order to
reduce errors arising from lack of strict Galerkin orthogonality in the residuals [21]]. These perturbations are obtained
by subtracting from the fine-space adjoint its projection onto the coarse space, 0¥, = ¥, — IZ’ IZ‘I’h. In addition,
|| follows from || and , and the perturbations in the residuals come from writing 6l~1h = ﬁh(ﬁhH )— ﬁh(ﬁh), as

R;(Up) = 0.



From the output error expression in ,~we see that the restricted augmented adjoint, 6%, weights perturbations
in the original residual. This means that I'6'¥, is the sensitivity of the output to perturbations in R,,. We therefore use it
as a surrogate for the time-averaged adjoint in , W, ~ I'6¥),. We note that this would not be possible if the system
R(U) were not obtained by augmenting the original residuals, e.g. by instead defining completely new equations. In
such a case, the property that the restricted augmented adjoint is the sensitivity of the output to perturbations in the
original residuals would be lost. In the present work, FIML augments the original Navier-Stokes equations via a
corrected RANS model.

We note that many models could be used to augment a given unsteady system. The degree to which the proposed
method applies to different steady-state models depends on the size of the correction, measured ultimately by the
magnitude of the augmented residuals relative to the original unsteady ones. The quality of the error estimates depends
on the corrections being small. Large changes, e.g. by removing most of an existing model and replacing it with
another, would yield an incorrect adjoint field (and residuals for E2) based on the new model that would not be
appropriate for weighting the unsteady residuals of the original model. Mathematically, this means that we assume
that the first term in is not small relative to the other two terms.

Both error estimates, E1 and E2, require the solution of the augmented system, here obtained from the FIML
approach. The field inversion and machine-learning rely on an unsteady simulation for the training data, which is the
expensive part of the process, but it is only a primal solution. Neither error estimate relies on any unsteady adjoint
calculations, and in particular, for E1, we use the restricted augmented-system adjoint as a surrogate for the time-
averaged adjoint. Due to the approximations made and the lack of perfect inversion and modeling in FIML, the error
estimates obtained will not necessarily strictly converge to the actual error in the unsteady solution as the mesh or
order is refined. However, the numerical experiments demonstrate that the error predictions are reasonably accurate,
sufficient for adaptation and order of magnitude estimates. In addition, because both error estimates are based on
residuals, they will both converge to zero asymptotically with refinement.

5. Mesh Adaptation and Implementation

The error estimates in and are performed after an unsteady simulation, which provides the time-averaged
residual (for E1) and FIML training data for both error estimates. Both E1 and E2 take the same form of a steady
adjoint-weighted residual on the fine-space discretization, and hence in the following exposition we drop the bar
and tilde notation, with the understanding that each error estimate uses its own adjoint/residual. We also drop the &
subscript, as all calculations are performed on the fine space.

5.1. Error Localization

When the spatial discretization admits a separation of degrees of freedom into disjoint groups associated with
the mesh tessellation, such as elements in DG or cells in the finite-volume method, an inner product between two
vectors can be localized to those groups. In our case of DG, we localize an error estimate of the form 6J = §¥T6R to
elements, e, to obtain an elemental error indicator

& =|o¥I6R,],  sJm = Zae, (24)

where the subscript e denotes degrees of freedom associated with element e. We have also defined a conservative error
estimate, 0J°°", as the sum of the error indicators. This error estimate is more robust for chaotic unsteady simulations,
as it avoids cancellation of errors between elements — residual perturbations could occur at different times on different
elements, leading to unpredictable cancellation that cannot be recovered from time-averaged residuals. We note,
however, that, as the problems of interest are nonlinear, even the conservative error estimate is not a bound, and
underestimation of the error is possible, especially on under-resolved meshes [8]].

5.2. Adaptive Strategies

We consider three adaptive strategies in this work: output-based p-adaptation, residual-based p-adaptation, and
output-based mesh optimization. The first two rely solely on an elemental error indicator and follow a fixed-fraction
strategy. The elements are sorted according to their error indicators, and a fraction f2%P' of elements with the highest

9



error indicators are chosen for p refinement. A fixed fraction of £ = 0.2 is used based on experimentation with
the airfoil problems studied in this work. In the output-based case, the error indicator comes directly from ([24). For
comparison, we also consider refinement based on an unweighted-residual indicator, obtained by omitting the adjoint
from : &P = |6Re|.

The third adaptive strategy is mesh optimization through error sampling and synthesis, MOESS [72| (73], [74]. This
method optimizes the mesh using anisotropic metric-based adaptation, by minimizing the output error at a prescribed
computational cost. It relies on a metric field for describing the size, anisotropy, and orientation of mesh elements,
and changes to the metric field are applied in optimization iterations that equidistribute the marginal error to cost ratio.
In the following we highlight the key elements of this method.

MOESS uses a model for how the error on an element changes as the metric changes. Denoting a current el-
emental error by &,9, the error after applying a step matrix S, € RYm*dim o the metric on the element is &, =
Eeo exp [tr(R.S,)], where R, is a symmetric rate tensor that extends the concept of a convergence rate to ansiotropic
sizing. This tensor is determined separately on each element through a local sampling procedure that involves pro-
jections of the adjoint [[74]]. Error calculations on the refinement samples provide anisotropy information beyond the
scalar error indicator from the inner product in (24). By virtue of the projection approach to sampling, no additional
adjoint or residual evaluations are necessary for computing the error samples. This is important for error estimate E1,
which uses a single average residual perturbation from the unsteady simulation on one mesh. The total error over the
mesh is the sum of the elemental errors, & = zfj; | Ce.

MOESS also requires a measure of cost, for which we use degrees of freedom, dof. Denoting by C,y = dof,( the
current number of dof on element e, the new number of dof after refinement is C, = C,oexp [%tr(Se)]. The trace of
the step matrix dictates the change in the volume of the element, and decreases in the volume lead to more elements
and increased cost. The total cost over the mesh is the sum of the elemental costs, C = Zlevil C,.

Given a mesh with its mesh-implied metric, and error and cost models that dictate how both of these quantities
change with the metric, MOESS iteratively determines a step matrix field, S(¥), represented by a continuous nodal
approximation, that minimizes the error at a fixed cost. This is done through a prescribed number of sweeps through
the mesh, each time updating the step matrix nodal values to equidistribute the marginal error to cost ratio. These
sweeps are inexpensive as they do not require remeshing or any additional solutions. The result is a new metric
field, represented on the current mesh, which is provided to a metric-based mesher to obtain the next mesh. For the
two-dimensional remeshing in this work, we use the Bi-dimensional Anisotropic Mesh Generator (BAMG) [75].

As the MOESS a posteriori error estimates and rate calculations depend on the state, achieving an optimal mesh
generally requires several mesh optimization iterations, each with separate primal and adjoint solutions and residual
evaluations. For unsteady problems, the cost of multiple simulations, even just primal, could become prohibitive.
However, for the present case of unsteady simulations modeled and trained by a steady-state augmented system, we
have additional flexibility in how to adapt. Error estimate E2 uses the augmented system adjoint and residual and
hence does not have an explicit link to the unsteady simulation residuals. Multiple inexpensive MOESS adaptive
iterations can therefore be applied on the augmented system without re-running the unsteady simulation, which only
serves to provide training data for the model. After converging to a mesh, the unsteady simulation can be re-run to
re-train the model. In practice, only 2-3 unsteady simulations have been found to be necessary, depending on the
proximity of the starting mesh to optimality.

We cannot apply a similar steady-MOESS sub-cycling procedure for error estimate E1, which uses the average
residual from the unsteady simulation, as the residual depends on the mesh. However, even by taking just one MOESS
adaptation iteration per unsteady run, we have observed rapid convergence to the optimal mesh, requiring only 3-4
unsteady simulations. Of course, the number of adaptation iterations depends on the starting mesh, which for the
present work is the result of MOESS applied to the uncorrected augmented system (baseline RANS). Finally, we
note that the use of MOESS sampling via adjoint projections [[74] obviates the need for extra residual evaluations on
locally-refined elements, which would add to the implementation and run-time costs of the unsteady simulations.

5.3. Implementation

Figure [2| illustrates the unsteady adaptation loop presented in this work. The starting point is a mesh/order dis-
tribution, usually obtained from a steady adaptation/optimization using the augmented but uncorrected model. The
unsteady simulation is then performed on the current mesh, with a sufficiently-long time horizon for accurate statistics,
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and with the measurement start time after the initial transients. The result of the unsteady simulation is an averaged
state and output, which provide the target data for field inversion. Machine learning follows field inversion, converting
the correction field B(%) into a neural network model for B in terms of the state, its gradient, and the wall distance.
This model is used in the corrected-model simulation, which yields the augmented primal and adjoint fields. These
are used together with the time-averaged residual from the unsteady simulation (for error estimate E1) to calculate the
output-error estimate and adaptive indicator, which then drive mesh adaptation. The process repeats with an unsteady
simulation on the adapted mesh.

starting mesh

unsteady simulation

augmented primal/adjoint solutions machine learning

B(u, Vu,d)

Figure 2: Flowchart of the proposed unsteady mesh-adaptation iterations.

The present adaptation only addresses the error arising from the spatial discretization, which generally dominates
other sources of error. The temporal discretization is held fixed with a relatively small step size, determined a priori
through temporal convergence studies, to ensure that the spatial error dominates by at least an order of magnitude. In
addition, the length of each unsteady simulation is determined a priori to keep the statistical averaging error low. The
statistical error is further monitored for each run, by breaking the averaging horizon into two segments and comparing
the average on each to the total average. Estimation of temporal and statistical errors, and incorporating them into a
unified adaptive process is a topic for future work.

6. Results

In this section we present results for three unsteady aerodynamics problems, ranging from low to high Reynolds
numbers. All solutions are obtained using p = 2 approximation order, unless otherwise noted, e.g. for p refinement.
The unsteady simulations solve the compressible Navier-Stokes equations with or without the DES model given in
Section[2] The results focus on efficacy of the error estimates and the convergence of the time-averaged outputs with
respect to cost, as measured by spatial degrees of freedom. For clarity, the adopted naming convention for the adaptive
strategies is given below.
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FIML MOESS [E1] [E2] [AWR]: Mesh optimization at a given target dof using the FIML-based approach for
the adjoint, error estimates E1 (default) or E2, and field-inversion objective 74 (default) or FAWR (AWR).

RANS MOESS: Mesh optimization at a given target dof using the baseline, uncorrected RANS model.

FIML p-adapt [output]: p refinement at a fixed fraction f29P! using the FIML adjoint and error estimate E1.

p-adapt residual: p refinement using the unweighted unsteady residual.

6.1. Low Reynolds-Number Separated Flow

As a first example, we consider flow governed by the compressible Navier-Stokes equations over a NACA 0012
airfoil, at Mach number M = 0.2, angle of attack @ = 7°, and a relatively low Reynolds number Re = 10*. The
computational domain extends approximately 100 chord lengths away from the airfoil and is meshed with unstructured
triangles that are curved at the airfoil surface using a cubic mapping.

The flow for this problem consists of a thin laminar boundary layer on the lower surface and a thicker boundary
layer on the upper surface that breaks down into unsteady vortices approximately half-way down the chord. The
vortices are apparent in the instantaneous entropy and Mach number field plots shown in Figure [3] This figure also
shows the time-averaged Mach contours, which exhibit a large separation bubble structure on the upper surface. The
uncorrected RANS solution, also shown in the figure, fails to predict this structure and instead exhibits a thinner,
mostly attached boundary layer. In contrast, the corrected RANS fields, obtained using FIML, more closely represent
the time-averaged state. A difference also exists between the field inversion error measures: FAWR yields a more
accurate flowfield compared to 7%, due to the former’s accounting of errors arising from the domain interior. The
last plots in Figure[3|compare the lift adjoint fields, conservation of x-momentum component, for RANS versus FIML,
plotted on the same color axis range. The FIML adjoint differs from the RANS one because it is based on a different
baseline flow state, and because the residual Jacobian matrix includes a linearization of the ML model. Both adjoint
fields recognize the high sensitivity of the lift to trailing-edge residuals, but the FIML adjoint has a more intricate
sensitivity field on the upper surface, which reflects the transitional flow in that region. We note that a direct unsteady
adjoint solution is unstable for this flow, as shown in Figure 4}

We now look at error estimates and the performance of various adaptive strategies for this case, including output
and residual-based methods and uniform refinement in / and p. In the case of FIML MOESS, six unsteady iterations
were run, and results are presented as averages over the last three. For RANS MOESS, ten steady iterations were
performed at each dof, and the presented results are averages over the last five.

Figure [5] shows the results of the adaptations, plotted as the output of interest, the average lift coefficient in this
case, versus spatial degrees of freedom. Since the temporal discretization remains fixed, the number of spatial dof
measures the solution cost. The error estimates are obtained using the conservative sum of indicators, , using
either E1 or E2. These are shown as shaded bands around the outputs, at +6J°°™. The exact solution is obtained from
a p = 3 simulation on a uniformly-refined version of the finest lift-adapted mesh.

We make several observations from Figure [5] First, uncorrected RANS converges quickly but under-predicts
the lift output. The lack of agreement between RANS and the time-averaged solution is not a surprise, given that
the present RANS model is not designed for such low Reynolds numbers. On the other hand, the unsteady output-
adaptive approaches perform much better. In particular, mesh optimization yields very good results, even with coarse
meshes: e.g. at 3000dof, the meshes contain only 500 elements. The only other adaptive approach that comes close is
lift-based p refinement, which eventually jumps close to the correct average value by the third adaptive iteration. For
this problem, p refinement is efficient, as demonstrated by the relative advantage of uniform p compared to uniform #.
However, local p refinement cannot be done haphazardly, as demonstrated by the poor performance of residual-based
indicator, which does not get close to the correct output due to its preoccupation with large residuals in areas that
minimally impact the lift output. In addition, p refinement is sensitive to the initial mesh, which in this case already
has reasonable refinement in areas such as the leading and trailing edge, as shown in Figure[] This mesh is also used
as the initial mesh for uniform 4 and p refinement.

Figure [/|shows the output history for lift-based p-adaptation applied to this case. The multiple unsteady runs are
shown sequentially, so that the horizontal axis indicates the total unsteady run time, as measured in simulation units,
where one time unit is the airfoil chord divided by the freestream speed. Each unsteady run includes a “burn” time
followed by a time-averaging window. At the initial p = 1 uniform order, the approximation space is too coarse to
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(a) Instantaneous entropy (b) Instantaneous Mach
(c) Time-averaged Mach (d) RANS Mach

—_—

(e) FIML ¥AWR Mach (f) FIML 79t Mach

N

(g) FIML x-momentum adjoint (h) RANS x-momentum adjoint

Figure 3: Instantaneous and time-averaged entropy (qualitative range), Mach number (range O to 0.5), and adjoint (qualitative range) contours for
flow over a NACA 0012 airfoil at M = 0.2, Re = 1 X 104, a=7°.
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Figure 4: Instability of the unsteady adjoint of the time-averaged lift output, for flow over a NACA 0012 airfoil at M = 0.2,Re = 1 x 10*,a = 7°.
Contours show the x-momentum component of the adjoint.
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Figure 5: Lift coefficient convergence histories for various adaptive methods applied to the NACA 0012 airfoil at M = 0.2, Re = 10*,a = 7°.

(a) Lift-adapted (b) Lift-adapted (zoom)

(c) Residual-adapted (d) Residual-adapted (zoom)

Figure 6: Order fields, showing p = 1 (blue) to p = 5 (red) for lift and residual-based order-adapted fields for the NACA 0012 airfoil at
M=02,Re=1x10*a=7°.
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resolve any unsteady behavior, and hence the initial flat output history. We note that the initial mesh has only 1133
elements. The green bars at the end of each unsteady run represent the +6J°°™ error estimates, obtained using the E1
adjoint-weighted residual. We see that estimates are reasonably accurate (within a factor of 2), and that adaptation
improves the average output with only localized high-order refinement.

1.04

lift coefficient

I w‘ (it \‘H\‘\ A
(R

125
time

Figure 7: p-adaptation history for the NACA 0012 airfoil at M = 0.2, Re = 10*, @ = 7°. The order field range is p = 1 (blue) to p = 5 (red). Red
lines denote time-average outputs, and the green bars are error estimates at +6J°°™ with E1.

In comparison to lift-based p-adaptation, residual-based p-adaptation does not perform very well, as observed in
the results shown in Figure[5] The reason for the poor performance of the unweighted residual is that residuals remain
large away from the airfoil, particularly on the larger elements. Without an adjoint field to provide a sensitivity, the
residual error indicator cannot discriminate between areas of the domain that affect the lift versus those that do not.
As a result, the method unnecessarily refines the order on large elements away from the airfoil, as shown in Figure[6]
In contrast, the lift-based adaptation focuses more refinement close to the airfoil, in particular at the trailing edge and
the region of unsteadiness above the airfoil. Refinement in these areas appears to be necessary for correct average lift
prediction in this case.

Turning to FIML MOESS, Figure [§] shows the output history for lift adaptation at 6000do£, obtained using error
estimate E1. The starting mesh is the RANS mesh, also at 6000dof. The unsteady output is severely under-predicted
by an unsteady simulation on the initial RANS mesh, even though the resolution does not appear egregiously incorrect
in any area. In just one unsteady adaptation iteration, however, a redistribution of the mesh resolution dramatically
improves the unsteady output, and additional iterations bring about smaller changes. The error estimate under-predicts
the actual error on the coarse mesh, which may be of insufficient resolution to obtain accurate errors. On subsequent
iterations, the error estimates become accurate.

Table [T] presents the outputs, error estimates, and actual errors for various FIML MOESS adaptive simulations.
The outputs and error estimates were obtained by averaging the results of the latter half of the MOESS iterations.
We see a general trend of decreasing actual errors and improved error estimate efficacy with increasing degrees of
freedom. Adaptation driven by the E2 error estimate exhibits the slowest error convergence, and by 9000dof it still
has an error comparable to the 3000dof meshes. Its error estimate also does not reflect the larger error. A reason for
this reduced performance could be a relative lack of trailing-edge refinement, as shown in Figure [9] possibly due to
differences in the fine-space time-averaged residual versus the FIML residual there. This observation suggests that
trailing edge resolution is more important for the unsteady simulation than for a steady RANS simulation. Comparing
the two FIML inversion error measures, we see that using 7“WR leads to tighter error estimates, although the actual
errors do not change much from the baseline 7% case. The tighter error estimates could be due to improved FIML
domain-interior solutions with #A"R producing a more accurate adjoint field.

Finally, Figure 9] compares four adapted meshes, each at the final MOESS iteration. The distribution of mesh
resolution and anisotropy reflects some of the solution features shown in Figure 3] First, the RANS-adapted mesh
contains elements of relatively high anisotropy along the upper surface, mostly close to the surface and at the edge
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Figure 8: FIML MOESS adaptation history using 6000dof for the NACA 0012 airfoil at M = 0.2,Re = 10*,a = 7°. Red lines denote time-
averaged outputs, and the green bars are error estimates at +6J°°™ with E1.

Table 1: Averaged lift coefficient and error estimates for FIML MOESS adaptive runs for the NACA 0012 airfoil at M = 0.2, Re = 104, a="17°.
Target dof  Error Estimate FIML objective  Output  Error Estimate |Actual Error

3000 El o dist 0.7186 0.1309 0.0214
3000 El FAWR 0.7040 0.0645 0.0360
3000 E2 o dist 0.7131 0.0184 0.0269
6000 El o dist 0.7288 0.0099 0.0112
6000 El FAWR 0.7294 0.0087 0.0106
6000 E2 o dist 0.7138 0.0189 0.0262
9000 El o dist 0.7355 0.0057 0.0045
9000 El FAWR 0.7353 0.0051 0.0047
9000 E2 g dist 0.7175 0.0087 0.0225
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of the boundary layer. In contrast, meshes obtained using MOESS driven by the presented unsteady error estimates
exhibit thicker boundary-layer adaptation, with more isotropic elements and localized refinement approximately half-
way down the chord on the upper surface. In this region, the laminar flow off the leading edge begins to break
down into unsteady vortices. The output-adaptive approaches tag this region as important for an accurate average
force prediction on the airfoil. In addition, the output-adapted meshes contain more refinement close to the upper
aft surface of the airfoil, likely due to the importance of capturing the interaction of the vortices and the boundary
layer. The output adaptation also heavily targets the edge of the laminar region coming off the front of the airfoil,
as the location of this feature dictates the outer flow over the airfoil, which strongly affects the lift. Lastly, the two
meshes obtained using the E1 error estimate are similar, while the one obtained using the E2 error estimate has slight
differences: less resolution in the mid-upper surface region, close to the airfoil on the aft upper surface, and near the
trailing edge. The reduced refinement in these regions is likely due to differences in the time-averaged residual, which
drives the E1 estimate, compared to the steady-state residual of the augmented system.

(c) FIML MOESS E2 (d) FIML MOESS E1 AWR

Figure 9: Various adapted meshes at 9000dof for the NACA 0012 airfoil at M = 0.2, Re = 10*, e = 7°.

6.2. Intermediate Reynolds-Number Transitional Flow

For a second test case, we consider the same flow as in the previous example, but at a higher Reynolds number of
Re = 2x10*. The higher Reynolds number reduces the thickness of the boundary layer and increases the complexity of
the vortex structure over the upper surface. As shown in the instantaneous flow snapshot in Figure[I0} the breakdown
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of the laminar flow over the upper surface now occurs earlier, at about 40% of the chord. The time-averaged Mach
number field exhibits a separation bubble, with re-attachment at about 60% of the chord. In contrast, the uncorrected
RANS model does not produce such a bubble and predicts a mostly attached, thinner boundary layer on the upper
surface. With the FIML correction, the bubble structure is better represented, particularly in the boundary-layer growth
over the first half of the airfoil. Similarly to the previous example, the unsteady adjoint for a time-averaged lift output
is unstable for this case, as shown in Figureﬂ;ﬂ

2

(a) Instantaneous (b) Time-averaged
(c) RANS (d) FIML Fdist

Figure 10: Instantaneous and time-averaged Mach number contours (range 0 to 0.5) for flow over a NACA 0012 airfoil at M = 0.2,Re =
2x 104 a=7°.
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Figure 11: Instability of the unsteady adjoint of the time-averaged lift output, for flow over a NACA 0012 airfoil at M = 0.2,Re = 2x 10*,a = 7°.
Contours show the x-momentum component of the adjoint.

As in the previous case, we compare various adaptive methods to uniform / and p refinement. The output of
interest remains the lift coefficient, and the cost is measured by the spatial degrees of freedom. The exact value of
the lift is approximated by a value obtained on a refined mesh at p = 3. Figure [I2] shows the convergence results.
In this case, the RANS prediction of the lift is closer to the exact value, likely due to the re-attachment exhibited by
the time-averaged unsteady solution. However, the RANS solution is still inaccurate, and the error does not change
with mesh refinement, indicating a persistent modeling error instead of a numerical error. The RANS error estimates
reflect this as well, as they are very low, imperceptible on the plot.
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Figure 12: Lift coefficient convergence histories for various adaptive methods applied to the NACA 0012 airfoil at M = 0.2, Re = 2 x 10%,a = 7°.

The FIML MOESS results are better, as the outputs are closer to the exact value compared to any other method at
low dof, and the error estimates are representative of the actual error. The error bands decrease with increasing mesh
refinement in all of the three results, and the error estimate E1 with #AYR yields the best performance. The output-
based p-refinement result begins with an inaccurate result on the first iteration, as expected since we start at p = 1,
and the initial mesh has only 2053 elements. Residual-based p refinement takes longer to get close to the output,
and furthermore, by the last two adaptive iterations, it appears to be oscillating away from the exact value instead of
converging to it. We note that the code used supports a maximum approximation order of p = 5, and elements already
at this order that are flagged for refinement remain at p = 5. Uniform 4 and p refinement converge to the exact value,
but with more degrees of freedom compared to the adaptive methods.

Figure [T3]| shows the time history of the lift and the error estimates for the output-based p-refinement simulation.
Over the course of five unsteady adaptive iterations, the average lift coefficient generally improves, and the error
estimate decreases. Refinement occurs in the expected critical areas of the vortex breakdown region above the airfoil,
the trailing edge, and the lower-surface boundary layer.

Figure [T4] shows the time history of the adaptation using FIML MOESS and the E1 unsteady error estimate, at
6000dof. In just one adaptive iteration starting with the RANS mesh, the time-averaged lift coefficient is already
quite close to the exact value. Subsequent variations in the output and error estimate are likely due to a combination
of low dof and imperfections in the metric-based meshing.

Table [2] presents the average outputs, error estimates, and actual errors for the three FIML MOESS adaptation
strategies at various target dof. We see a general trend of a reduction in both the estimated and actual error with
increasing dof. With the exception of the coarsest mesh, which is arguably under-resolved for this problem, the use
of FAWR yields the most reliable error estimates.

Finally, Figure [T3] shows the adapted meshes at 9000dof for this simulation. As in the previous example, the
refinement patterns correlate to some of the features observed in the primal solutions in Figure [I0] The RANS mesh
places anisotropic elements inside and on the edge of the boundary layers, which is expected due to the slow variation
of the RANS solution along the chord. In contrast, the FIML-based methods place more isotropic elements above the
airfoil to capture the vortex breakdown. They also add more refinement in the thicker boundary-layer region towards
the front of the airfoil, as flow development in this region affects behavior of the flow over the rest of the airfoil. We
note that out of the three FIML-based methods, the one with the E2 error estimate, which does not use the averaged
unsteady residual, is closest to the RANS result. Nevertheless, differences are present, in the boundary-layer thickness
and the refinement in the transition region.
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Figure 13: p-adaptation history for the NACA 0012 airfoil at M = 0.2, Re = 2 x 10*,a = 7°. The order field range is p = 1 (blue) to p = 5 (red).
Red lines denote time-averaged outputs, and the green bars are error estimates at £6J°°" with E1.
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Figure 14: FIML MOESS adaptation history using 6000dof for the NACA 0012 airfoil at M = 0.2,Re = 2 x 10*,& = 7°. Red lines denote
time-averaged outputs, and the green bars are error estimates at +5J°°" with E1.
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Table 2: Averaged lift coefficient and error estimates for FIML MOESS adaptive runs for the NACA 0012 airfoil at M = 0.2, Re = 2x 10*, o = 7°.
Target dof  Error Estimate FIML objective  Output  Error Estimate  |Actual Error

6000 El o dist 0.6473 0.0085 0.0107
6000 El FAWR 0.6802 0.0075 0.0222
6000 E2 o dist 0.6659 0.0077 0.0079
9000 El o dist 0.6543 0.0061 0.0037
9000 El FAWR 0.6655 0.0063 0.0075
9000 E2 o dist 0.6775 0.0046 0.0195
13500 El g dist 0.6476 0.0018 0.0104
13500 El FAWR 0.6600 0.0012 0.0020
13500 E2 o dist 0.6540 0.0052 0.0040
20250 El o dist 0.6613 0.0034 0.0033
20250 El FAWR 0.6569 0.0024 0.0011
20250 E2 o dist 0.6581 0.0044 0.0001

(c) FIML MOESS E2 (d) FIML MOESS E1 AWR
Figure 15: Various adapted meshes at 9000dof for the NACA 0012 airfoil at M = 0.2, Re = 2 X 104, = 7°.
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6.3. High Reynolds-Number Detached-Eddy Simulation

The last case we consider is a detached-eddy simulation (DES) of a high-lift airfoil at M = 0.2, = 17°, and
Re = 10°. The DES model is the simple prescribed wall-distance modification presented in Section The high-
lift airfoil geometry is obtained from previous in-house optimization simulations, and it is not a standard airfoil.
The domain extends approximately 100 chord lengths away from the airfoil and cubic curved elements provide the
geometric fidelity.

Figure [I6] shows the Mach number fields for the unsteady, time-averaged, RANS, and FIML solutions. In this
case, the unsteady variations are of small scale and characterized by oscillations in the wake. Differences between the
instantaneous and time-averaged solutions are therefore small. However, a large difference appears when the standard
RANS model is used: the separation region is much larger, leading to a lower lift prediction. The FIML correction
brings the flowfield much closer to the time-averaged result. The unsteady adjoint for this case is unstable, as shown
by the time-averaged lift output adjoint history in Figure [I7] precluding the use of a direct unsteady adjoint approach
to adaptation.

el et

(a) Instantaneous (b) Time-averaged
(c) RANS (d) FIML Fdist

Figure 16: Instantaneous and time-averaged Mach number contours (range 0 to 0.5) for flow over a high-lift airfoil at M = 0.2, Re = 10%, & = 17°.

Due to the high Reynolds number of this case, anisotropic / refinement is critical for efficient resolution of the
boundary layer. We therefore compare only the MOESS adaptive results, as p-adaptive and uniform % or p refinement
results would be highly sensitive to the initial mesh choice. Figure[I8]shows the convergence of the output of interest,
the average lift coefficient, with increasing dof. As in the previous cases, the MOESS outputs and error estimates are
computed by averaging the latter half of the adaptive iterations, which number six and ten for the FIML and RANS
adaptations, respectively. We see that RANS severely under-predicts the result, and based on its low error estimates
and lack of change in the output, the error is due to modeling instead of discretization. The FIML-based methods
instead yield results much closer to the exact output, approximated as the result of a fine-mesh, high-order simulation.
Their error estimates are also representative of the actual error and decrease with refinement.

Table [3] presents the output error results of the FIML-based methods at four target dof. In this case, the error
estimates are generally similar. On the coarser meshes, the use of 7A"R yields a slightly better combination of low
actual error and tighter error estimate compared to the other two strategies. By the finest meshes, the error estimates
over-predict the output error by about a factor of two, which is reasonable due to the lack of error cancellation in the
conservative sum of error indicators.

Figure [T9] shows an adaptive convergence history of the lift coefficient versus simulation time for MOESS with
the E1 error estimate. In contrast to the previous results, for which the RANS mesh served as the starting mesh for
the FIML-based adaptation, this figure demonstrates the ability of the unsteady adaptation to converge to the optimal
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Figure 17: Instability of the unsteady adjoint of the time-averaged lift output, for flow over a high-lift airfoil at M = 0.2,Re = 10%,a = 17°.
Contours show the x-momentum component of the adjoint.
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Figure 18: Lift coefficient convergence histories for various adaptive methods applied to a high-lift airfoil at M = 0.2, Re = 10%, & = 17°.
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Table 3: Averaged lift coefficient and error estimates for a high-lift airfoil at M = 0.2, Re = 100, @ = 17°.
Target dof  Error Estimate FIML objective  Output  Error Estimate  |Actual Error

6000 El o dist 2.4291 0.2329 0.0267
6000 El FAWR 2.4418 0.1651 0.0140
6000 E2 g dist 23182 0.1522 0.1376
9000 El o dist 2.3862 0.1211 0.0696
9000 El FAWR 2.4162 0.0667 0.0396
9000 E2 o dist 2.3845 0.0986 0.0713
13500 El o dist 2.4317 0.0325 0.0241
13500 El FAWR 2.4269 0.0439 0.0289
13500 E2 g dist 2.4409 0.0277 0.0149
20250 El g dist 24511 0.0128 0.0047
20250 El FAWR 2.4490 0.0133 0.0068
20250 E2 o dist 2.4611 0.0110 0.0053

mesh starting from a mesh that is far from optimal. The initial mesh is isotropic, with 13500dof, and although the
boundary layer has small elements, the lack of anisotropy there makes the boundary layer severely under-resolved.
We see that on this mesh, the output is far from the exact value, and the large error estimate reflects this. In about
three adaptive iterations at the same target dof, the result is much improved, and by the fourth adaptive iteration the
error estimate begins to be more accurate as well. This result shows that, even for a poor-quality initial mesh, only a
few unsteady primal simulations are required for the FIML-based MOESS adaptation to hone in on the optimal mesh.
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Figure 19: FIML MOESS adaptation history using 13500dof for a high-lift airfoil at M = 0.2, Re = 10%, @ = 17°. Red lines denote time-averaged
outputs, and the green bars are error estimates at +6J°°" with E1.

Figure [20] shows the adapted meshes for the various adaptive strategies, at 13500dof. The meshes mostly follow
the flow features evident in Figure[T6]and exhibit high resolution with anisotropic elements in the boundary layer. The
biggest difference occurs between the RANS and FIML-based methods, in the refinement of the separation region on
the upper surface. The RANS adaptation tracks the earlier, wider separation region, whereas the FIML methods track
the delayed, less pronounced separation characteristic of the time-averaged solution. In addition, the FIML-based
methods exhibit more resolution near the trailing edge and shortly behind it in the wake, an area important for the
development and early propagation of wake vorticity. Comparing the FIML-based methods to each other, the meshes
are overall similar for this case.
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Figure 20: Various adapted meshes at 13500dof for a high-lift airfoil at M
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7. Conclusions

This paper presents a method for estimating output errors and adapting meshes in numerical simulations of un-
steady turbulent flow. Applications of interest include large-eddy and detached-eddy simulations, LES and DES, with
statistically-steady output scalars, such as time-averaged forces. For such simulations, standard output-based meth-
ods face the challenge of unstable unsteady adjoint solutions, which must be regularized using techniques that add
significant computational cost relative to the already-expensive primal simulation. We address this challenge by using
an augmented steady-state model, trained and corrected to match the unsteady data, to calculate a steady-state adjoint
suitable for error estimation using the adjoint-weighted residual.

In the present work, Reynolds-averaged Navier-Stokes, with a correction on the turbulence production term, serves
as the augmented model to the unsteady Navier-Stokes system. The correction field is determined through a field-
inversion calculation that drives the RANS solution towards the time-averaged unsteady solution, using the surface
stress distribution as the figure of merit. Following inversion, a neural-network model for the correction field is
trained using pointwise samples of the corrected state at element quadrature points. The inputs to the network consist
of readily-available local data: the state, its gradient, and the wall distance.

We use the field-inversion, machine-learning approach to derive a single-use rather than a general-purpose turbu-
lence model. The model need not generalize broadly, as in error estimation we only rely on it being accurate locally,
for solutions close to the training data. One unsteady primal solution provides the average state for training, and possi-
bly an average residual for error estimation. The augmented system, once trained, then takes over for error estimation
and adaptation.

Two error estimates are considered in this work, labeled as E1 and E2. Both measure the spatial error relative
to an order-incremented, p + 1, fine approximation space, and both use an adjoint-weighted residual form. The
difference between the two lies in the residual calculation. The error estimate E1 uses a time-averaged spatial residual
perturbation, obtained during the unsteady simulation by sampling the difference in the spatial residual between the
coarse and fine spaces, both evaluated using the same state. Keeping track of this residual is slightly intrusive into
the unsteady simulation and adds some expense due to the p + 1 spatial residual evaluations, although typically the
cost of an implicit time step solution still dominates. In contrast, the error estimate E2 uses the fine-space residual
directly from the augmented system. While this avoids averaging of the unsteady residual, the extension of E2 to the
estimation of temporal errors is not as clear. Finally, both error estimates use the augmented-system adjoint, solved
exactly on the p + 1 space — a relatively inexpensive, steady calculation. Regarding the applicability of this adjoint
to error estimate E1, we show that for augmented systems that retain the original equations, e.g. RANS modifying
the Navier-Stokes equations, a restriction of the augmented-system adjoint serves as the sensitivity of the output to
residual perturbations in the original equations.

Localized forms of the error estimates drive adaptation of the spatial mesh used in the unsteady calculation. The
mesh remains fixed throughout each unsteady calculation. We consider several output-adaptive strategies, using fixed-
fraction order adaptation and mesh optimization, and we compare these to uniform refinement, residual-based adapta-
tion, and adaptation on the uncorrected augmented system, i.e. RANS alone. Results are shown on unsteady problems
in two dimensions: low-Reynolds number large-eddy simulation, intermediate-Reynolds number transitional flow, and
a simple detached-eddy simulation at a high Reynolds number. These results demonstrate: (1) reasonable accuracy
of the error estimates, especially in the latter stages of adaptation; (2) slightly better performance of E1 compared to
E2; (3) poor performance of the unweighted-residual adaptation, which is distracted by wake and farfield residuals
that do not impact the output; and (4) incorrect results from uncorrected RANS adaptation, for which modeling errors
outweigh the discretization errors. Regarding the fourth point, we note that the test cases were chosen to be unsteady
and/or at Reynolds number outside of the usual domain of applicability of RANS, and hence the large modeling error
of RANS is not representative of its applicability to other cases, including a wide class of attached high-Reynolds
number flows.

The error estimation and adaptation strategy introduced here relies only on a small number of unsteady primal
solutions, and no unsteady adjoints. Field-inversion, machine-learning, and steady-adjoint capabilities are required,
but these could be implemented separately from the unsteady simulation program. The only constraints are that
both the unsteady and steady programs operate on the same meshes, and that the steady-state equations augment
the unsteady ones through a model that admits a correction field. We note that whereas the present results are in
two dimensions, the developed methods extend directly to three-dimensional flows, which were not attempted in this
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developmental study due to the high computational cost of three-dimensional unsteady simulations.

‘We have not considered temporal or statistical errors in the present work, but such an extension is possible in the

current framework. For example, to estimate temporal errors, the unsteady residual could be decomposed into spatial
and temporal contributions, and perturbations to each could be measured separately during the unsteady simulation.
Statistical errors could also be accounted for by monitoring the time history of the output of interest. Designing an
adaptive technique for balancing these errors to yield the most efficient unsteady simulations is a topic of ongoing
work.
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